Exercise 4
Released: May 11, 2020 · Discussion: May 18, 2020

1 Block Nested Loops Join vs. Index Nested Loops

Given two relations $R$ and $S$, where $|R| = 1000$ pages and $|S| = 100,000$ pages with 20 tuples each. Both relations are stored on a hard drive with seek time of 10ms and a transfer rate of 10000 pages per second.

1. Calculate the time needed to process $R \bowtie S$ using the Block Nested Loops Join algorithm. Assume a block size of 100 pages.

2. Assume there is an unclustered index on the joining attribute in relation $S$. Further assume that the index is cached by the Buffer Manager and that the join $R \bowtie S$ has a selectivity of 1%. How long does the Index Nested Loops Join algorithm take to calculate $R \bowtie S$?

2 Hashing vs. Sorting

Sorting and Hashing share many similarities as stated by Graefe.

1. First read the paper mentioned in the footnote. How are sorting and hashing related to each other?

2. How do they differ in performance? Are there workloads where sorting or hashing is better than the other?

3. How can the following operations be efficiently realized using sorting and hashing respectively? Outline a algorithm in pseudocode.

   (a) Duplicate elimination (“SELECT DISTINCT”)
   (b) UNION with eliminating duplicates
   (c) Intersection (“INTERSECT”)

---

3 Pipelining

Pipelining is a way to reduce the response time and memory footprint of a query. The lecture discussed the Volcano iterator model as a way to implement pipelining in a DBMS.

1. Outline the idea of pipelining and its realization in the Volcano iterator model.

2. How do you have to change your algorithms from the previous assignment to adhere to the Volcano iterator model?